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Abstract
Recent changes in data temperatures and storage device char-
acteristics, both mechanical disk-drives (HDDs) and solid-
state drives (SSDs), expand the set of deployment options for
exascale storage. Until recently, exascale storage systems fol-
lowed a pattern of placing most data on HDDs with smaller
amounts of SSD storage used for caching and performance-
critical workloads. Exascale storage provisioning and dataset
placement trade-offs have now changed.

This paper describes a total cost of ownership (TCO)model
that captures primary aspects of modern deployments and
uses it to explore the new trade-off space. Using capacity
and performance telemetry information for 43 production
datasets+workloads at two large hyperscalers, we show sig-
nificant changes from prior analyses of workloads and stor-
age placement decisions across a multitude of storage device
types. We also introduce a storage cluster TCO optimizer
that identifies the lowest-TCO grouping and assignment of
datasets to device types, exposing a number of insights that
can help guide future deployments. For example, our analysis
shows that the highest-density SSDs are particularly favor-
able for clusters with heavy AI/ML workloads but are only
cost-effective at exascale when combined with high-density
HDDs. Finally, we use our framework to evaluate how stor-
age provisioning and overall TCO change as a function of
key parameters like device write amplification, cluster power
bounds, and the maximum number of device types allowed.

CCS Concepts: • Information systems → Storage man-
agement.
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(a) 2020s temperature increase (b) 2009 vs. 2025 comparison

Figure 1. (a) Average data temperature over the last half-decade
from clusters across two hyperscalers. IOPS-per-TB demand has
increased 25%, coinciding with the rise of AI/ML analytics. (b) Com-
parison of IOPS and byte-footprint for workloads and devices from
2009 and 2025. The two lines represent the IOPS-per-TB demand
TCO break-even points between HDDs and SSDs, with the differ-
ence coming from faster advancement of SSDs over time.Workloads
above and below the line are more cost-effectively serviced from
SSD and HDD, respectively.

1 Introduction
Exabyte-scale (exascale) cluster storage systems have be-
come a core component of hyperscale data centers in the
modern era. For hosting cloud and large internet services
and operating massive AI/ML systems, hyperscalers require
a heavy investment in storage, deploying clusters with thou-
sands of data storage servers and 100K+ storage devices [12,
23, 32, 51]. Historically, for most exascale storage, hard-
disk drives (HDDs) have stored most bytes, while a much
smaller solid-state drive (SSD) tier cached and stored datasets
with high-performance requirements [4, 34, 56]. This tiered
(HDD+SSD) design minimized costs by allowing the bulk
tier to use the lowest $/TB devices as the SSD tier insulated
the HDDs from the majority of IOPS demand.
Recent years have brought a shift in workload character-

istics at hyperscalers. This is especially true in the last few
years, which have seen a significant rise in average data tem-
perature with the proliferation of AI/ML analytics workloads,
as shown in Fig. 1a. As a concrete example of how things
have changed in the longer term, Fig. 1b shows Microsoft
workloads from a 2009 trade-off analysis [44] (black trian-
gles) next to 43 2025 workloads from two large hyperscalers
(red circles). In 2009, all workloads fell below an IOPS vs
bytes-stored break-even line where HDDs were more cost-
effective than SSDs. Since then, however, data centers have
seen a significant increase in IO-intensive workloads with
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some exceeding the point where a caching layer can effec-
tively absorb enough traffic. Over half of the 2025 workloads
are above the 2009 line in favor of SSDs.

The characteristics of HDDs and SSDs have also changed
significantly. HDD manufacturers steadily increased per-
device capacity (≈16% annual growth rate [31, 39]) by stack-
ing more platters and using shingled magnetic recording
(SMR) [21, 22]. Heat-assisted magnetic recording (HAMR)
packs even more bits into platters, enabling HDDs to reach
30 TB per drive and beyond [55]. SSD manufacturers in-
creased per-device capacity even faster (≈45% annual growth
rate [31, 39]) by increasing flash cell density and transition-
ing to multi-bit cells. For SSDs, sudden growth has arrived
with the introduction of QLC (4 bits per cell) and 3-D NAND
stacking, enabling 60+ TB SSD drives now and promising
200+ TB drives in the near future [40, 57]. In the wake of
such advancements, the storage options are now not just lim-
ited to HDD or SSD, as it was previously, but instead across
multiple device subfamilies, as illustrated in Fig. 2a. With
such new device options and workload changes, there is a
need to revisit the total cost of ownership (TCO) trade-offs
of storing workloads, and perhaps reconsider the dominance
of HDDs over flash at exascale.

This paper describes and uses a comprehensive TCOmodel
that captures these multiple aspects of modern deployments
and device types. Such modeling is challenging because it
must not only capture key device attributes like performance,
capacity, and wearout, but also increasingly-significant TCO
components like hosting (i.e., space and server hardware
for managing devices) and energy/cooling. Furthermore,
the model must accurately capture the multi-faceted nature
of workloads including 1) how workloads perform on spe-
cific types of devices, 2) how workload requirements change
based on the other workloads they share storage with, and
3) how caching factors in to absorb IOPS and reduce costs.

Storage cluster provisioning and dataset assignment, how-
ever, should not be done one-dataset-at-a-time; storage de-
vices are provisioned to serve multiple workloads stored to-
gether.We introduce a storage cluster provisioning optimizer
that identifies the lowest-TCO assignment of datasets to their
corresponding "best" device type, as shown in Fig. 2b. The
optimizer is used to provide a storage provisioning configu-
ration that effectively bin-packs key dimensions of workload
requirements (e.g., IOPS, capacity, wear) across devices to
minimize cost. The optimizer formulates the minimum-TCO
storage-provisioning problem as an integer linear program-
ming (ILP) problem using the TCOmodel as the cost function
and constraints that real data centers face (e.g., max power
supply limit, max years of operation). Using this optimizer
with subsets of the 43 measured workloads exposes a number
of insights. For example, though the optimal configuration
may use up to 4 device types, the cost penalty for limiting
the number of types to 2 is often just a few percent. Another
surprising outcome is that high-density QLC flash is usually

Figure 2. (a) The lowest-TCO option for each 2025 workload while
considering write density (wear) in addition to capacity and IOPS.
New device innovations have introducedmore storage options, each
with their own trade-offs. (b) The min-aggregate-cost grouping
of workloads onto storage devices. The green dots represent the
"aggregate" of the cluster workloads (red dots) they are connected
to; in this example, theworkloads are split onto three storage classes:
HAMR, TLC, and QLC.

adopted in the min-TCO provisioning only if high-density
HDD drives are also available as an option.

We also use the TCO model and optimizer to explore how
the min-TCO provisioning for modern workloads changes as
a function of relevant parameters in the modeling space. For
example, we quantify and reason about how costs change rel-
ative to the number of device types allowed, data center peak
power consumption bounds, energy costs, flash costs, write-
amplification factors, and more. This kind of analysis enables
hardware manufacturers, storage-systems researchers, and
data center administrators to determine what factors to op-
timize for and how to cost-effectively leverage these new
devices at exascale. For example, NAND manufacturers can
now quantify the TCO benefit of producing flash with extra
cycles, something that was previously estimated by using
total cluster write-rates. We find that using aggregate cluster
metrics (e.g., total capacity, total write rates) is insufficient
in determining the impacts of such changes and is more
precisely evaluated with our framework.

This paper makes five primary contributions: (1) workload
measurements from two large hyperscalers showing IOPS-
per-TB increases and enabling our TCO evaluations; (2) a
comprehensive storage-TCO model that captures the dynam-
ics of storage workloads and modern device characteristics;
(3) a storage provisioning optimizer which finds minimum
TCO workload groupings and their associated device types
under realistic data center constraints; (4) evaluation of how
workload changes and emerging device types will change
minimum-TCO storage configurations; (5) sensitivity studies
on how parameters like wear, energy, power, and cluster
lifetimes impact TCO.

2 Recent shifts in workloads and hardware
The last decade has marked significant changes in both the
average data temperature of workloads and the types of
devices deployed at exascale. In this section, we analyze
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these trends and project how they will continue to change
the storage landscape for the next few years.

2.1 Average data temperature is growing
Generally, data temperature is closely tied to its age, with
younger data being more popular (hot) and older data being
less frequently accessed (cold) [5, 32, 33, 35]. As most data is
not deleted, it seems reasonable to assume that the average
age of all the data increases over the years, hence leading to a
colder fleet on average. Perhaps surprisingly, our analysis of
workload trends across two hyperscalers shows the opposite.
Fig. 1a illustrates the average data temperature at exascale
rapidly increasing (roughly 25%) within the last half-decade
with a sharp uptick in the last 2-3 years. We define data tem-
perature as the average IOPS demand of the cluster divided
by the cluster’s bytes stored (IOPS/TBs stored) each week.
The data uses a 52-week rolling average for sampled clusters
from Google and Microsoft.

A more granular analysis of the change reveals the IOPS-
demand increase is attributable to three main factors. The
first is the proliferation of AI/ML analytics workloads and
their profound impact throughout the storage system. Though
68% of workloads across both hyperscalers have seen an in-
crease in data temperature, more than 80% of the increase
comes from ≈15% of the workloads. In fact, we observe
that the surge of AI/ML workloads has generated both new
users/applications and increased storage traffic for exist-
ing analytics systems. This data-warming ripple-effect has
reached several other workloads, leading to a uniform rise
in data temperature across the fleet.
The second factor is optimizations in the byte-footprint

for large datasets. As data center administrators apply more
space-efficient redundancy and compression schemes, the
physical capacity overheads of the data decrease. As a trivial
example, instead of triply replicating the data which has a
2× overhead, storage clusters could protect more data in the
clusters using erasure-codes for a ≈0.5× overhead [7, 27].
In effect, these optimizations decrease the TB capacity used
while not affecting IOPS.

The third is the natural tendency of the fleet’s data cor-
pus to gradually trend towards higher temperatures. Fig. 1a
shows the average data slowly warming, even before the
sudden acceleration. It is difficult to pinpoint the exact cause
of the warming, but we observe that the hottest data of today
is generally hotter than the hottest data of the past. This is
consistent with the analysis from Fig. 1b, which shows how
workloads have evolved over the course of two decades to
grow their byte footprint and, at the same time, increase their
IOPS-demand at a rate that outpaces byte growth. Over the
same time period, the break-even line (which is determined
by weighing the cost of HDD IOPS against the cost of SSD
capacity for a workload) has also shifted. Several workloads
have moved above the line to favor SSDs, indicating that

placement decisions are also impacted by changes to the
storage device landscape.

2.2 Storage devices are getting denser but not faster
While workloads progressively demand higher IOPS require-
ments, modern devices have trended towards higher byte
densities. Hard-disk drives (HDDs) store data on the sur-
faces of rotating platters using read/write heads (one per
surface) mounted on an actuator’s arms. To reduce overall
costs, hard-drive manufacturers stack more platters in HDDs
and pack more bits in each platter which amortizes on-disk
compute/memory. Solid-state drives (SSDs), on the other
hand, do not have mechanical components but rather pro-
vide durable storage with NAND flash memory. To increase
SSD density, flash manufacturers have packed more bits into
cells and vertically stacked NAND cells (3-D NAND).

The increase in byte density has enabled significant reduc-
tions to the $/TB cost for the past 12 years as shown in Fig. 3.
Assuming the same decrease in HDD and SSD compound
annual growth rate (CAGR) for the next decade shows the
gap shrink close to a 1:3 cost-ratio in 2035. Though stor-
age devices have pushed an increase in capacity, they have
not achieved a proportionate increase in performance (i.e.,
throughput, IOPS). This is particularly true for denser HDDs
which achieve peak IOPS similar to their predecessors. Fig. 4
illustrates the decrease in IOPS supply for each TB of data
stored with increasing capacity. As a result, denser disks
struggle to provide the performance necessary to support
the temperature of warmer datasets.

To achieve greater densities, both device types have traded-
off other attribute dimensions of the storage hardware, leav-
ing a wide diversity of devices in their wake. HDDs, which
once used to store bits on non-overlapping tracks using
conventional magnetic recording (CMR), now overlap data
tracks on a platter with shingled magnetic recording (SMR),
similar to shingles on a roof [21]. Disk vendors achieve
further density improvements (30+ TB) with heat-assisted
magnetic recording (HAMR) [55] technology, which adds
nanoscale lasers to the read/write heads to write even smaller.
While most HDDs use a single actuator for all read/write
heads, a dual-actuator (DA) drive is possible, featuring two in-
dependent actuators (e.g., each with half the read/write head
mechanisms) almost doubling the drive’s IO bandwidth [19].
Flash has an implicit diversity of devices due to varying

cell bit-densities (e.g., multi-level cell (MLC), triple-level cell
(TLC)). NAND technology exhibits varying density, read/write
performance, and wear endurance based on the number of
bits a cell stores. That trade-off is even more pronounced
with the introduction of quad-level cells (QLC) with 4 bits
per cell. Each generation of flash bit density has been accom-
panied by a decrease in write performance and a significant
reduction in endurance. QLC, in particular, has issues with
wear as its endurance is roughly a third of TLC’s [45]. The di-
versity of device characteristics and subfamilies even within
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Figure 3. Comparing disk and
flash average $/TB between 2023-
2025 and 2025-2035 (projected).
Flash costs decrease has largely
outpaced disk decreases [31, 39].

Figure 4. Comparing IOPS/TB
supply trends between disk and
flash across increasing densities.
Disk IOPS-supply is magnitudes
less than even the densest flash.

HDDs and SSDs has opened up several possibilities for stor-
age provisioning. Data center admins now must answer not
only which devices best serve the workload needs but also
how many storage classes are necessary to optimize costs.

3 Modeling Storage TCO
In this section, we describe a way to comprehensively model
workloads, device attributes, and the cost of ownership given
a deployment configuration. We first describe how a work-
load is characterized based on the device its data is stored
on and the other workloads that share those devices. Then,
we describe the dimensions of various device groups, provid-
ing a forecast of future device attributes. Finally, we detail
a comprehensive time-series cost model which determines
the TCO of a workload given the hardware it is stored on.

3.1 Modeling modern workload characteristics
We define a workload as a discrete file type or self-contained
segment of cluster data belonging to an internal or external
system. Examples of storage workloads include public blob
storage, virtual disks on virtual machines, internal logging,
database tables, etc. Though there are a diverse range of jobs
and processes (e.g., analytics, transactional querying) within
a given workload, we find that it is useful to describe the
data based on all of its storage requirements. Categorizing
the cluster data into concrete workloads enables modeling
how different datasets merge together and how they perform
across varying devices.
Collecting workload characteristics.We extract stor-

age characteristics from telemetry pipelines using IO aver-
ages at a 1-hour granularity over a one month period. As
storage must be provisioned to handle peak load as opposed
to average load, we define a reasonable estimate for peak as
the 99th percentile across all 1-hour windows. We note that
running the analysis at a finer time granularity (10 minutes)
leads to only marginal changes to the analysis results.
Representing workload characteristics. Prior works

model data access characteristics considering peak random
request rates and peak sequential rates separately [44]. How-
ever, these peaks often overlap in time and therefore must

Table 1.Workload characteristics and units.

Characteristic Unit

Capacity TB
Peak Normalized Request Rate IOPS
Avg Read/Write Request Rate IOPS
Peak Read+Write Bandwidth MB/s
Avg Read/Write Bandwidth MB/s
Latency SLO ms

be considered within a single combined dimension that rep-
resents the overall IOPS requirement. Characterizing a work-
load’s IOPS characteristics requires careful consideration of
the access patterns and the hardware the workload is run
on. Service-time latencies for storage devices are based on
𝑡 = 𝑡overhead + IO Size

bandwidth , where 𝑡overhead for HDDs is the rota-
tional delay for the head to seek to the sector, and for SSDs is
the delay of going through the PCIe/NVMe, controller, and
metadata layer. To standardize performance characteristics
into a single dimension, we normalize IOPS down to the
smallest unit of IO or 𝑡overhead. Each IO is weighted based on
the time it takes the device relative to 𝑡overhead.
We consider three factors when dealing with workload

IOPS. First, we factor in the average IO size, or the magnitude
of IO, which we obtain by dividing the workload’s average
throughput by its average IOPS. We use the peak bandwidth
capabilities of each device to determine the data transfer
component of latency. For example, 𝑡512 KB read is roughly
1.5× greater than 𝑡4 KB read on a 7200 RPM disk and 2× greater
on QLC (based on bandwidth rates from Table 3). Thus, we
weight the IOPS of each workload relative to its average IO
size and the device it would be serviced from.

Second, we consider the asymmetry of reads and writes for
certain devices. SSDwrites are notoriously much slower than
reads as writes must place precise charge levels into multi-bit
cells [10]. Furthermore, writes are more expensive for both
SMR drives and SSDs due to an additional amortized garbage
collection penalty. Therefore, we weight a workload’s IOPS
based on its read/write ratio, adding an additional perfor-
mance penalty factor depending on the device type relative
to the write fraction.

Third, some IO patterns are impractical to run on certain
hardware. For example, SMR would be unable to effectively
service a transactional database workload due to its inef-
ficient random writes. More generally, certain workloads
cannot be stored on certain devices either due to their IO
patterns or their latency guarantees. For example, workloads
that require low latency reads must be stored on media that
can meet that criteria. We encode these device option exclu-
sions as an attribute of each workload.

For costs related to energy, wear, and network provision-
ing, we also track other peak and average IOPS/bandwidth
utilization (listed in Table 1). Sec. 3.3 describes how each
field is used in calculating TCO.
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Figure 5. A workload’s cacheability curve that shows how TCO
changes with increasing cache size. TCO initially decreases with
more cache space provisioned but eventually increases as the cost
of provisioning cache space outweighs the IO offload benefits. The
Min TCO point is commonly the provisioned cache size. Each point
on the cacheability curve is the TCO of both storage and caching
for that cache size based on requirements derived from data access
frequencies (i.e., what % of requests access what % of data).

Tiered storage characteristics. Modeling all traffic to
a file type as a single workload would be inaccurate. Most
modern storage systems use a caching tier above the stor-
age tier that helps to absorb the dominant fraction of reads
to the dataset and/or buffer small writes into larger writes.
For this analysis, we consider a workload in two forms: its
tiered form and its complete form. The tiered form stores
the workload’s cache and storage characteristics as two sep-
arate workloads independently placed. The complete form
considers the workload as a single entity which resides en-
tirely on one storage class. It is important to consider both
as the complete form does not incur the caching overheads
of additional cache space and writes.
The amount of space allocated to cache is based on max-

imizing IOPS absorbed while minimizing cache byte costs.
Fig. 5 illustrates the optimal/min-cost cache size and other
possible points where the cache boundary could be drawn
depending on TCO reductions. In practice, only the TCO-
optimal point is used to draw the cache space boundary.
However, even with an optimal cache provisioning, some
workloads are warm enough that the storage component
will also need to move to performant media. In these cases,
the workload will be considered in its complete form.

Aggregating workload characteristics. In hyperscalers,
one storage device typically stores and serves data for a large
mix of workloads. Thus, our model must accurately handle
the aggregation of workload characteristics. Workload av-
erages are aggregated by their sum 𝑟𝑚 (𝑊 ) =∑

𝑤∈𝑊 𝑟𝑚 (𝑤)
where𝑊 is a set of workloads and 𝑟𝑚 (𝑤) is workload 𝑤 ’s
average characteristic for metric𝑚. While it is reasonable to
sum averages, it is not realistic to do the same with peaks.
Workloads peak at different times and intervals. A cursory
analysis of workload peaks at Google and Microsoft shows
that workloads commonly exhibit high traffic at around the
same time range in a day. Even if the peaks do not perfectly
overlap, most of the other workloads are serving at least their

Table 2. Device characteristics and units.

Attribute Unit

Capacity TB
Read/Write Request Rate IOPS
Read/Write Throughput MB/s
Yearly AFR [%]
Power Consumption Watts (idle/active)
Wear Durability P/E cycles
Write Amplification Factor #
Form Factor Dimensions
Purchase Cost $

average traffic during this time. Therefore, we find a reason-
ably tight lower-bound for the peak of workloads 𝑟𝑚 (𝑊 ) as
below. Let𝑤 ′ = argmax𝑤∈𝑊 𝑟𝑚 (𝑤). Then:

𝑟𝑚 (𝑊 ) ≤ 𝑟𝑚 (𝑤 ′) +
∑︁
𝑤∈𝑊
𝑤≠𝑤′

𝑟𝑚 (𝑤)

We compare this bound against the true peak determined by
taking the max of sums across all 1-hour time windows, and
find that this lower-bound results in less than a 15% error
for 99% of aggregate workloads up to |𝑊 | ≤ 12. The error
bounds only decrease with increasing |𝑊 | as more workloads
stabilize the outliers.

Limitations of workload modeling. Though our analy-
sis aims to model workload characteristics precisely, there
are some limitations to the granularity and detail of the
model. For example, instead of splitting a workload into stor-
age and cache, a workload could be split into hot, warm,
cold, and frigid with placement decisions for each consid-
ered separately. We note that this is a current limitation of
our framework based on the data available.
In some cases, it is possible the workload characteristics

change when placed on a different storage class due to soft-
ware optimizations. For example, a workload may use a dif-
ferent garbage-collection policy when placed on SSD versus
HDD, resulting in potentially lower write-rates. As the dif-
ference is based on the degree of software optimization and
is difficult to objectively quantify, we set workloads to have
the same IO patterns across storage devices.
Lastly, it is possible that our aggregation is inaccurate

when merging caching workloads with other datasets. A
cache’s performance may change as a result of colocating
with other workloads due to forced cache evictions. In our
design, we assume each cache is designated capacity indepen-
dent of other workloads. This is true in many hyperscalers
where applications often reserve cache space quota.

3.2 Modeling storage class attributes
We use storage classes to categorize devices with similar
attributes together as opposed to using strict make-models.
A storage class defines a set of devices that share similar
performance and capacity attributes.
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Table 3. Device capabilities for each storage class sorted from lowest to highest IOPS performance density. IOPS and MB/s numbers are
extracted from our microbenchmarks as opposed to data-sheets. We evaluate at queue-depth (QD)=8 for disk and QD=64 for flash. Though a
larger QD generally enables better random IO performance, it results in higher latencies to clients which may fail to meet customer SLOs.
Therefore, we choose a QD for each device type that is reasonably met in production while being within latency bounds.

Storage Class Type Cap. TB Read IOPS Write IOPS Read MB/s Write MB/s Watt Idle-Active P/E WAF

H-Density SMR HDD ≥30 140 n/a 240 120 6-10 [49] n/a n/a
M-Density CMR HDD 16-24 140 140 260 260 5-9 [20] n/a n/a
H-Density DA SMR HDD ≥30 250 n/a 400 200 8-13 [48] n/a n/a
L-Density CMR HDD 8-16 140 140 240 240 5-9 [47] n/a n/a
H-Density QLC SSD ≥ 120.8 310000 23000 7000 3200 5-25 [52] 1500 2.5
L-Density QLC SSD 30.7 - 61.4 310000 48000 7000 3200 5-25 [52] 1500 2.5
TLC SSD 15.4 - 30.7 450000 260000 7000 6000 5-17 [41] 4500 2.5

Determining device performance attributes. Table 2
identifies the relevant list of device attributes. We identify
7 storage classes that are possible candidates at exascale
either today or in the near future. We choose these based
on device subfamilies with uniquely identifying properties
(i.e., CMR vs SMR, dual-actuator vs single-actuator, QLC vs
TLC) and density ranges within the subfamilies. We could
choose any arbitrary number of storage classes (e.g., a class
for 20 TB drive, 21 TB drive, and so on) but find that adding
more storage classes adds little value as many of the device
properties remain similar. In reality, a given storage classmay
have multiple devices of slightly varying sizes that average
to the storage class’s capacity. For each storage class, we
choose a few representative make-models and report their
average measured performance in Table 3 complemented
with vendor-reported figures for wear and power.

Estimating failure rates. Our model considers costs re-
lated to drive failures. Disk annualized failure rates (AFRs)
have been commonly studied and recorded in modern dat-
acenters [8, 33]. The bathtub curve, or the phenomenon of
several failures during infancy and late life, is estimated with
high statistical confidence for hard-disk drives. We assume
high-density HDDs will deteriorate at a similar rate as their
less-dense predecessors. The natural failure rates for SSDs
is known to be much lower than that of HDDs due to their
non-mechanical nature with wear being the primary cause of
failure [36, 46]. We use publicly recorded AFRs for SLC and
MLC drives [8, 46] assuming these are reasonable estimates
for denser TLC and QLC drives.
Write amplification (WAF) and flash wear. Flash de-

vices inherently have a limit on the physical number of times
a cell can be erased and written to again before the correct
state of the cell is unable to be read. The dimension of wear
is described by the number of device program/erase (P/E)
cycles. The maximum number of bytes writable to an SSD
of size TB is # P/E cycles·TB

WAF where WAF is the device-driven
overhead for internal garbage collection and wear leveling.
The model sets WAF as a variable specific to each storage
class. This allows the analysis to include recently emerging
storage classes that use new interfaces to reduce WAF (e.g.,

ZNS, FDP)[3, 11]. Reducing WAF has been heavily studied
both in theory and in other TCO calculations [14, 15, 37, 38].
As reducing WAF is orthogonal to TCO, the analysis treats
WAF as a black-box and simply quantifies its effects on TCO.

3.3 Evaluating storage costs
Storage TCO is a function of the workload𝑤 and the storage
class 𝑑 the workload’s data is served from. As with most cost
ownership models, storage TCO is broadly defined as the
sum of two types of expenses: 1) capital expenses (CapEx):
the up-front cost of purchasing hardware infrastructure and
2) operational expenses (OpEx): the over-time cost of main-
taining and operating the storage cluster. This cost model is
based on internal datacenter cost structures and include the
major cost components that are considered in hyperscaler
provisioning decisions. In this section, we describe how each
component is calculated.

Determining cost in a time-series model.We compute
cost using a discrete time-series model where capital and
operational expenses are independently computed yearly
and summed over the lifespan of the cluster. For example,
each cost component for a storage cluster of lifetime 𝑇 is:

𝐶 (𝑤,𝑑) =
𝑇∑︁
𝑡=1

𝐶 (𝑤𝑡 , 𝑑𝑡 )

where 𝑤𝑡 and 𝑑𝑡 are the workload requirements and de-
vice attributes for year 𝑡 . Implementing the analysis in this
way is useful for modeling cluster configurations where the
workload requirements and device attributes (including their

Table 4. CapEx and OpEx cost sources and their parameters.

Expense Source Parameters

CapEx
Device Capacity or Peak IOPS
Network Peak Bandwidth
Rack/Server Device Form Factor

OpEx
Energy Average IOPS
Cooling Datacenter PUE Factor
Replacement AFR and Wear
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relative prices) vary across time. For example, old/failed stor-
age devices can be replaced with newer models which offer
higher capacities and lower costs. It is also important to fac-
tor in changes to workload requirements as new workloads
are added, obsolete workloads are removed, and existing
workloads grow. A time-series model is able to capture these
dynamics and more accurately compute total cost.
Capital expenses. At the beginning of each year, the

model determines the number of new devices to purchase
based on the cluster’s current storage fleet 𝑓 and the work-
load requirements 𝑟 (𝑤𝑦) for that year. The number of new
devices 𝑁 (𝑤𝑦, 𝑑𝑦) is the minimum number of devices neces-
sary to meet all workload requirements:

𝑁 (𝑤𝑦, 𝑑𝑦) = max
𝑚∈[capacity,IOPS𝑝𝑒𝑎𝑘 ]

⌈
𝑟𝑚 (𝑤𝑦) − 𝑓𝑚
𝑝𝑚 (𝑑𝑦)

⌉
where 𝑟𝑚 (𝑤𝑦) is workload𝑤 ’s requirement for metric𝑚, 𝑓𝑚
is the current fleet’s fulfillment of that metric, and 𝑝𝑚 (𝑑𝑦) is
the storage device’s capabilities for that metric. This formu-
lation implies that the number of devices is solely based on
meeting two requirements: 𝑟capacity and normalized 𝑟IOPS𝑝𝑒𝑎𝑘 .

One of the expected benefits of moving to denser storage
is the savings on datacenter space with fewer servers and
racks. We include the overheads of purchasing servers (with
compute) and rack chassis. The number of servers purchased
𝑁𝑆 (𝑑) =

⌈
𝑁

𝐹 (𝑑 )

⌉
and racks purchased 𝑁𝑅 (𝑑) =

⌈
𝑁𝑆 (𝑑 )
𝐹 (𝑠 )

⌉
where

𝐹 (𝑑) is the number of storage devices that fit into a server
for the storage class’s form factor and 𝐹 (𝑠) is the number
of servers that fit into a rack. 𝑁𝑆 and 𝑁𝑅 are a function of
storage class 𝑑 as storage enclosure costs are not the same
between HDDs and SSDs. SSDs are faster and denser so they
often require more server compute and memory to remain
effective, adding to per server costs.
We approximate network costs by determining the num-

ber of 100G ports (both for servers and racks) necessary to
service the peak read + write bandwidth load and then multi-
plying by the cost of each 100G port. As network cost scales
close to linearly with port count up to the limits we observe
for exascale workloads [16], we find that this is a reasonable
approximation.

Operational expenses.At the end of each year, themodel
calculates the operational expenses incurred, factoring in
costs related to electricity, cooling, and device disposal. For
both HDD and SSD devices, energy costs are a function of av-
erage device utilization. The average HDD device utilization
𝑈ℎ𝑑𝑑 is:

𝑈ℎ𝑑𝑑 (𝑤,𝑑) =
𝑟 𝑖 (𝑤)

𝑁 (𝑤,𝑑) · 𝑝𝑖 (𝑑)

where 𝑟 𝑖 (𝑤) is the average read + write IOPS requirement
for workload 𝑤 and 𝑁 (𝑤,𝑑) · 𝑝𝑖 (𝑑) is the aggregate IOPS
capabilities across the devices in the storage class. Unlike
HDDs which consume equal energy for reads and writes,

SSDs’ energy consumption is dominated by either the num-
ber of write requests or bytes written [25, 50]. A reasonable
approximation for SSD utilization is thus:

𝑈𝑠𝑠𝑑 (𝑤,𝑑) = max
𝑚∈[IOPS𝑤𝑟𝑖𝑡𝑒 ,BW𝑤𝑟𝑖𝑡𝑒 ]

(
𝑟𝑚 (𝑤)

𝑁 (𝑤,𝑑) · 𝑝𝑚 (𝑑)

)
where 𝑟𝑚 (𝑤) is the workload’s average metric 𝑚 require-
ment and 𝑁 (𝑤,𝑑) · 𝑝𝑚 (𝑑) is the aggregate capabilities for
𝑚 across the devices in the storage class. Then, the overall
power P(𝑤,𝑑) in watts is:

P(𝑤,𝑑) = 𝑁 (𝑤,𝑑) · (𝑈 (𝑤,𝑑) ·Watt𝐴𝑐𝑡𝑖𝑣𝑒 (𝑑)
+(1 −𝑈 (𝑤,𝑑)) ·Watt𝐼𝑑𝑙𝑒 (𝑑))

whereWatt𝐴𝑐𝑡𝑖𝑣𝑒 (𝑑) andWatt𝐼𝑑𝑙𝑒 (𝑑) are the watts spent dur-
ing active and idle periods respectively. Given a $/kWH rate
𝐶𝑘𝑊ℎ and the number of hours in a year 𝐻𝑦 , energy cost is:

𝐶𝑝𝑜𝑤𝑒𝑟 (𝑤,𝑑) = P(𝑤,𝑑) ·
𝐻𝑦

1000
·𝐶𝑘𝑊ℎ

The energy overhead costs associated with cooling are often
considered as a constant factor, commonly known as the PUE
factor 𝐾𝑃𝑈𝐸 , of the device energy usage [6, 24]. Therefore,
cooling costs are simply 𝐶𝑐𝑜𝑜𝑙 = 𝐾𝑃𝑈𝐸 ·𝐶𝑝𝑜𝑤𝑒𝑟 .
Replacement expenses. Replacement expenses come

from two sources: 1) failures in mechanical components,
controllers, or peripheral hardware and 2) wear-out for SSDs
when exhausting the NAND’s P/E cycles. We simulate device
failures related to damage and degradation and capture those
costs in new device costs the next year. Wear can be handled
in a similar way but results in a non-linear cost function. For
example, there is a disproportionate jump in cost between
a 𝑛 year lifetime and a (𝑛 + 1) year lifetime if most devices
wear out on year𝑛. To smoothen out costs associated to wear,
the model provisions enough devices on the first year to be
capable of absorbing all writes for the prescribed number of
years. This provides an average wear cost over a timespan.

4 Min-Cost Storage Provisioning
We provided a model to calculate cost to store a given work-
load’s dataset on a storage class. However, rarely do individ-
ual workloads get placed on its own set of storage devices.
Often, workloads with low IOPS densities and high IOPS
densities will be stored on storage that can efficiently han-
dle their aggregate. Thus, our analysis attempts to answer
the question: what is the lowest cost assignment of workloads
(both its storage and cache components) to storage class?

4.1 Solving Min-TCO Provisioning
In this section, we describe how we model the problem and
subsequently determine the min-TCOmapping of workloads
to storage classes for a workload set𝑊 . The solver takes
two sets of parameters as inputs: 1) The collected workload
requirements from hyperscalers for𝑤 ∈𝑊 and a yearly rate
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of change for both the workload’s byte-footprint and IOPS-
demand. 2) The device attributes for each of the 7 storage
classes with the purchase cost for each year 𝑡 .
ILP formulation. We formulate finding the min-cost

mapping of workloads to devices as a set-partitioning opti-
mization problem. As many clusters contain a wide diversity
of workloads (|𝑊 | ≥ 15), we use the “column generation”
technique [18] to define a tractable search space. Column
generation allows one to iteratively add new columns to a
smaller, initial problem called the restricted master problem
(RMP) [18]. Columns are added to the RMP based on solving
a “pricing problem” that identifies whether the configuration
will reduce the solution’s overall cost while staying within
the constraints of the RMP. Formally, our RMP defines a
binary variable 𝑥𝑐 for each column 𝑐 ∋ {𝑆𝑐 , 𝑑𝑐 , 𝑁𝑐 } which
represents the subset of workloads 𝑆𝑐 placed on the stor-
age class 𝑑𝑐 with device count 𝑁𝑐 . Note that 𝑁𝑐 is in reality
{𝑁𝑐𝑡 }𝑇𝑡=1 where 𝑇 is the total number of years of operation
in the time-series. We guarantee that each workload𝑤 ∈𝑊
is covered exactly once with coverage constraints:∑︁

𝑐 :𝑤∈𝑆𝑐
𝑥𝑐 = 1 ∀𝑤 ∈𝑊

In practice, real data centers consider other practical con-
siderations related to logistics and actual operations. We
model two such factors in our solver: 1) limiting the number
of storage classes to at most 𝐾dev with device link constraints:

𝑥𝑐 ≤ 𝑦𝑑𝑐 ,
∑︁
𝑑

𝑦𝑑 ≤ 𝐾dev

where 𝑦𝑑𝑐 is a variable to indicate the device is in use and
2) ensuring that the total power incurred by each chosen
column stays within a maximum power budget 𝑃max with
power constraints: ∑︁

𝑐

P(𝑆𝑐 , 𝑑𝑐 )𝑥𝑐 ≤ 𝑃max

where the P function is the same as described in Sec. 3.3. Fi-
nally, the objective function is min

∑
𝑐 TCO(𝑆𝑐 , 𝑑𝑐 )𝑥𝑐 which

minimizes the total cost of all chosen columns. We use the
definition of TCO(𝑆, 𝑑) from Sec. 3.3.

Our overall approach is to first initialize the columns with
singletons and pairs to provide a seed of good and manage-
able candidate sets with strong starting heuristics. Then, we
iteratively solve the LP relaxation of the RMP and obtain
the Lagrangian multipliers 𝜎𝑤 for coverage constraints, 𝜆𝑑
for device link constraints, and 𝛾 for max power constraints.
We then determine for each device type 𝑑 whether there is a
new column with 𝑆 that could improve the objective. For a
candidate column 𝑐 , we define reduced cost as:

RC(𝑐) = TCO(𝑆𝑐 , 𝑑𝑐 ) −
∑︁
𝑤∈𝑆𝑐

𝜎𝑤 − 𝜆𝑑 − 𝛾 · P(𝑆𝑐 , 𝑆𝑑 )

If RC(𝑐) < −𝜖 , where 𝜖 is some sensitivity threshold, the col-
umn is added to the master. When no more negative reduced-
cost columns exist, the LP is optimal, and we solve the integer
restricted master over the generated columns. We provide
two methods to solve the pricing problem depending on the
size of |𝑆 |.
(1) When |𝑆 | ≤ 25, we use subset DP. This approach pro-

vides exact pricing since it enumerates all subsets of 𝑆 and
provides the guarantee that any subset which reduces cost
will be found. Specifically, for each subset 𝑆 ⊆𝑊 , we com-
pute the aggregated attributes of workloads𝑤 ∈ 𝑆 , handling
aspects such as peak aggregation and storage+cache require-
ment merging. Then, for each year, we determine the number
of new devices provisioned Δ𝑁𝑡 and the running number
of devices 𝑁 𝑡 based on workload capacity, IOPS, and wear
requirements. We use 𝑁 𝑡 to compute OpEx costs (e.g., en-
ergy/cooling) and Δ𝑁𝑡 to determine CapEx costs (e.g., new
device provisioning) as described in Sec. 3.3. The solver as-
sumes for a given column 𝑐 that 𝑆𝑐 will remain on 𝑑𝑐 for the
workload lifetime with no migrations to other devices. This
simplifies the search-space significantly; otherwise, there
would be a new column for each migration path of the subset
and new coverage constraints per year. We provide the intu-
ition for why this is a reasonable approximation in Sec. A.3.
(2) When |𝑆 | > 25, the subset DP solution becomes in-

tractable. In this case, we generate new feasible columns
with a small mixed integer program (MIP). Due to the over-
heads associated with solving the MIP iteratively, we use
an approximation of TCO that collapses time-series cost.
Specifically, 𝑁𝑐 is represented by a single value 𝑁̂𝑐 that is
the max number of devices necessary throughout the entire
cluster lifetime. 𝑁̂𝑐 is assumed to be the same for all years,
allowing OpEx costs to be multiplied by the number of years
of operation. This approach forfeits the time-series resolu-
tion of the TCO calculation in exchange for a much faster
pricing function. The MIP uses 𝑦𝑖 ∈ {0, 1} to select workload
𝑖 for the new subset, 𝑧 𝑗 ∈ {0, 1} to designate the IOPS leader
(i.e., maximum IOPS workload) for the lower-bound approx-
imation (Sec. 3.1), 𝑤𝑘 ∈ {0, 1} to indicate the presence of a
storage/cache pair, and 𝑁 ∈ Z to represent the number of
devices. The MIP is subject to constraints:∑︁

𝑖

𝑦𝑖 · 𝑟cap (𝑖) −
∑︁
𝑘

𝑤𝑘 · 𝑟cap (𝑝𝑐𝑎𝑐ℎ𝑒 ) ≤ 𝑁 · 𝑝cap (𝑑)∑︁
𝑖

𝑦𝑖 · 𝑟IOPS𝑎𝑣𝑔 (𝑖 ) +
∑︁
𝑗

𝑧 𝑗 · 𝑟IOPS𝑝𝑒𝑎𝑘 ( 𝑗 ) −
∑︁
𝑗

𝑧 𝑗 · 𝑟IOPS𝑎𝑣𝑔 ( 𝑗 )

≤ 𝑁 · 𝑝IOPS (𝑑)∑︁
𝑖

𝑦𝑖 · 𝑟write (𝑖) −
∑︁
𝑘

𝑤𝑘 · 𝑟write (𝑝𝑐𝑎𝑐ℎ𝑒 ) ≤ 𝑁 · 𝑝writable (𝑑)

where 𝑟write (𝑆) is the total number of bytes written by the
workload over time𝑇 and 𝑝writable (𝑑) is the number of bytes
a device can handle before it wears out. For HDDs, this value
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Table 5. Representative capacity TB and $/TB price-points. Proj
represents a future point in time when the economies of scale have
been reached for each storage class.

Storage Class Cap. TB Curr $/TB Proj $/TB

H-Density SMR 40 n/a 7
M-Density CMR 20 14 10
H-Density DA SMR 40 n/a 12
L-Density CMR 14 12 11
H-Density QLC 245 n/a 40
L-Density QLC 61 71 55
TLC 30 91 69

is set to inf. To generate promising columns, we solve the
LP:

min
𝑆,𝑑,𝑁

𝛼𝑑 ·𝑁+𝛽𝑑
∑︁
𝑖

𝑦𝑖 ·𝑟IOPS𝑎𝑣𝑔 (𝑆 )−
∑︁
𝑖

𝜎𝑖 ·𝑦𝑖−𝜆𝑑−𝛾 ·Power(𝑆, 𝑑)

where 𝛼𝑑 is the flat cost per device including energy costs
during idle time and 𝛽𝑑 is the linearly scaled energy cost
during device utilization. We will open-source the solver to
the systems community.

5 Evaluation
This section first describes key insights we draw by analyzing
workload characteristics and their cost-optimal configura-
tion in the changing landscape. Second, we demonstrate how
the min-cost storage class configuration will shift with the
next generation of devices and reveal intuitions behind the
changes. Lastly, we provide several trade-off and optimiza-
tion analysis that play with various factors and use the cost
model to learn several insights about cluster provisioning.
Experimental setup. Our evaluation is based on work-

load characteristics for 43 real workload classes analyzed
across Google and Microsoft. We use the 7 storage classes de-
scribed in Table 3 and provide current and forecasted stable
market prices for each in Table 5. Curr $/TB values reflect
device prices in the 2025 retail market while Proj $/TB values
represent price-points forecasted using the same decrease
in CAGR from the past decade reflected in Fig. 3. As hyper-
scalers buy in much higher quantity at a slim profit margin,
we use a scaling factor 𝛿 to represent the cost discount.

Several parts of the cost model rely on external sources
of cost that depend on a multitude of factors (e.g., vendor,
time, bulk-purchasing). We describe the default values for

Table 6. Cost variables and their estimates used as model defaults.

Cost Variable Default Value

Cluster Years of Operation 6 [17]
𝛿 30%
$/kWh 0.0815 [1]
$/HDD 4U Server (45 HDDs) 4000 [53]
$/NVMe 2U Server (20 SSDs) 8500 [54]
$/40U Rack 2000 [29]
$/100Gb Port 500 [28]
PUE Factor 1.5 [30]

these variables in Table 6 which are used throughout the
evaluation. None of these values are proprietary numbers
used by either hyperscaler and are estimated based on public
reports or common market prices.
5.1 Exascale workloads on dense devices
In this section, we describe exascale workload characteristics
and provide their cost in the context of denser devices.
Characterizing real exascale workloads. Fig. 6a pro-

vides a birds-eye map of workloads from both Google and
Microsoft along two key limiting dimensions: data tempera-
ture (peak IOPS density) and wear (write MB/s density). We
use workload densities (i.e., performance relative to capac-
ity) as opposed to strict IOPS or MB/s values to allow for
direct comparison with device densities and other workloads
without considering capacity.

Unsurprisingly, the bulk majority of bytes position to-
wards the bottom-left of the workload map and are placed
on HDDs (>90%). This is in line with several prior studies
that show the byte footprint at hyperscalers is dominated
by workloads with cold data [9, 26, 43]. These workloads
include old and infrequently accessed data, archival storage,
and back-ups.1 However, notice that there are a significant
portion of the bytes in the "warm" regions between 10 (light-
blue dashed line) and 150 IOPS/TB These account for roughly
25% of the total byte utilization and 60% of the IOPS utiliza-
tion. Traditionally, several of these warm workloads were
placed on 14-20TB HDDs as shown by the circle’s blue color.

Understanding future device trends. The background
color is an indicator of the lowest cost storage class for
the workload that has those wear and data temperature at-
tributes. Notice that 20 TB CMR does not appear on the map
as it is always better to use 40 TB SMR or dual-actuator
drives. The dashed lines indicate the "cross-over point" for
the 5 dominant storage classes in the diagram. The vertical
line for each of the disk-based storage classes indicates the
point at which the workload begins to be provisioned for
IOPS as opposed to capacity. Ideally, a workload sits right on
top of the line such that it is perfectly provisioned for both.
The horizontal line indicates the write density at which

flash begins provisioning for wear or extra P/E cycles. Note
that the wear line directly coincides with the beginning of
a diagonal min-cost boundary. The diagonal nature reflects
the cost trade-off between provisioning extra SSDs for wear
(going up) and extra HDDs for increased IOPS (going right).
There is a similar boundary between dual-actuator and 14 TB
CMR drives where dual-actuators have much better energy
efficiency per read/write (going up) while 14 TB drives have
better IOPS-efficiency (going right). Perhaps surprisingly, we
observe that 34% of modern workloads have write densities
above TLC’s wear line and 47% of workloads have above
QLC’s, representing ≈13% of total cluster capacity.

1All sampled workloads in this study exist either on disk or flash today -
not on tape or persistent memory forms.
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(a)Workloads across Google and Microsoft with future projected devices. (b) TCO breakdowns for two workloads.

Figure 6. Workload requirement IO-density profiles for workloads from Google and Microsoft. We indicate the byte utilization of each
workload by the relative size of the circles. Blue circles describe workloads currently stored on HDDs while red circles describe those on
flash. Note that a tiered workload (storage + cache) is split into two circles with one red and one blue.

An interesting visual observation is how each storage class
has its own "dominant domain" or area of the workload map
where it provides the best cost. For example, high-density
SMR situates itself firmly towards the bottom left of the map,
optimizing costs for cold, low-IOPS data. On the other hand,
flash storage dominates the right size of the map where the
data is much hotter. One insight is that HDD and SSD den-
sity advancements are optimizing towards different areas of
the map. Hard-drives increasing their areal density optimize
costs for colder data in the bottom left where it already dom-
inates. Denser flash with increased bit density progressively
encapsulates more of the warm data in the center.
What contributes the most to cost? Fig. 6b provides

a TCO break-down summary for two workloads labeled
in Fig. 6a. The figure illustrates why the best storage class
provides the lowest cost for that workload and which cost
components contribute the most.
Workload A represents a file-type with a large corpus of

long-lived cold data with infrequent accesses. It is best ser-
viced out of dense SMR drives though the other HDD offer-
ings are quite competitive. Perhaps surprisingly, the hosting
and energy factors for high-density SMR are still quite high,
contributing to roughly 30% of TCO.

Workload B represents a latency-sensitive workload with
warm data and frequent system-level garbage-collection
events. Based on its IOPS characteristics, workload B is cost-
optimally run on high-density QLC. However, the significant
wear penalty (75%) is enough to offset the higher per TB cost
of TLC, swaying the workload in favor of a more endurant

media. The wear cost of 61 TB QLC is greater than 245 TB
QLC’s though their endurance is the same, as 245 TB QLC is
much cheaper per TB, resulting in lower replacement costs.
We observe that after device costs, hosting and energy

costs play the largest role. This is especially true for low
density devices which incur up to a 40% cost penalty for
operating less energy efficient hardware. Network costs cor-
respond to≈ 1−3% of TCO, indicating it should be considered
but not generally a concern when costing denser storage.

5.2 Data center storage provisioning
Hyperscalers commonly serve multiple workloads from the
same storage cluster to mix cold and warm datasets and
achieve a balance of capacity and IOPS. This section uses the
ILP set-partitioning solver to compute TCO-optimal assign-
ments of workloads to storage classes. We use the min-cost
configuration to gather insights about how heavily flash may
be leveraged in future storage clusters and which factors con-
tribute most to the shift. For this section, we use a synthetic
cluster with workloads sampled from both hyperscalers.
Min-cost provisioning in 2025. Though data has be-

come warmer overall and flash has become cheaper (Sec. 2),
we find that the changes thus far have not been enough to
significantly drive flash adoption. Fig. 7a shows the min-cost
assignment of workloads to their TCO-optimal storage class
in 2025. The outlined circles represent the "aggregate" re-
quirements of the constituent workloads connected to them,
with each aggregate mapped to one storage class.
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(a)Min-cost placement in 2025 (b)Min-cost placement projected. (c)Min-cost placement without HAMR. (d)Min-cost placement without B.

Figure 7. The min-cost placement of workloads between 2025 and a projected future with dense drives. Each outlined circle represents the
"aggregate" requirements of the workloads (other circles) connected to it. TCO-optimal placement changes significantly with the arrival of
denser storage, but much less so without HAMR. Across min-cost configurations, the aggregates converge towards the cross-over points
(dashed lines). As overall cost is minimized along those lines (e.g., $/TB is optimal along 40 TB SMR’s blue line), workloads will merge to be
as close to those lines as possible.

In 2025, though several workloads exhibit high tempera-
tures, none are serviced by QLC and only a small fraction
of workloads are serviced by TLC (30% of workloads, 22%
of total cost, and 5% of total capacity). This provisioning is
representative of today’s reality of a disk-dominant world:
the abundance of cold data in the storage system allows
14-20 TB disks to effectively absorb IOPS from warmer work-
loads while a small provision of flash handles the remaining
hot data in the performance tier.

We find that the output of our model’s workload-to-device
mapping is closely aligned with the actual placement in to-
day’s clusters (not shown). Most workloads currently placed
on HDDs are stored across a mix of 14–20 TB disks in our
model with most warm-to-hot workloads serviced fully by
SSDs. In cases where they differ, we note that there are on-
going efforts at the respective hyperscalers to migrate the
workload to where the model placed it.

Min-cost provisioning with denser storage. In a fu-
ture with denser drives, the optimal configuration changes
dramatically. Fig. 7b depicts the min-cost assignment when
HAMR (40 TB SMR) and ultra-dense flash (245 TB QLC) are
deployed at exascale. This scenario illustrates a very different
reality from the storage systems we observe today. Only the
coldest of datasets will be placed on 40 TB SMR as denser
drives struggle to cost-effectively absorb any data warmer
than 5 IOPS/TB. As most cold data is left unmixed in 40 TB
SMR, other warm, IOPS-efficient media such as dual-actuator
drives and QLC absorb much of the cool to warm data, with
some TLC provisioned for high write-rate workloads. In such
cases, flash (QLC + TLC) provisioning takes up 51% of total
cost, 54% of workloads, and even 27% of total capacity.
An interesting insight is that much of the cost-benefits

of moving to ultra-dense SSDs is largely enabled by the si-
multaneous emergence of high-density HDDs. Fig. 7c shows
how the min-cost provisioning would change if HAMR de-
vices (e.g., 40+ TB drives) were not available on the market.

Table 7. Cluster attributes for four realistic clusters of workloads.

Cluster EiB Peak IOPS/TB Write MB/s/TB

A 2.7 19 1.7
B 2.0 28 3.1
C 2.4 26 2.4
D 2.3 16 2.0

Even though flash grows denser and cheaper, the majority of
workloads would remain on 20 TB disks. In fact, we observe
40% less flash-provisioning than in a cluster with HAMR.
This analysis demonstrates that without dense disks to store
the coldest data, the most cost-effective strategy remains
mixing hot and cold on moderate density disks.
Min-cost provisioning without certain workloads.

Workloads impacted by the surge of AI/ML are increasing
in temperature much faster than others, contributing signifi-
cantly to the IOPS density. As part of a sensitivity analysis,
we remove one such "warm" workload (workload B from
Fig. 6) and show the new min-TCO configuration in Fig. 7d.
In this case, the provisioning shifts away from QLC and dis-
perses the warm and hot workloads between DA drives and
TLC. This change shows that dense-QLC is the most cost-
efficientmedia to absorb rapidly expandingAI/MLworkloads
as opposed to a hybrid solution of disk and TLC. To demon-
strate how provisioning changes in other circumstances, we
show the results of removing a large, cold workload from
the cluster in Fig. 10 and discuss the results in Sec. A.1.

5.3 Practical applications of the framework
The framework can be used as a tool to perform what-if
experiments or evaluate the TCO benefits of improvements
to systems in the future. In this section, we describe practical
examples of how this tool can be used by data center admins,
device manufacturers, or systems researchers.

Synthetic cluster setup. Our evaluation is based on real
workload characteristics. To provide a sensitivity analysis
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(a) TCO with WAF reductions. (b) TCO with more endurant QLC.

(c) TCO with fewer storage classes. (d) TCO with stricter power caps.

Figure 8. Min-TCO cost provisioning percentage across four clusters with varying policies, optimizations, and scenarios. Each color in the
bar represents the cost percentage of a storage class in the min-cost configuration. For example, cluster A with 3×WAF uses four storage
classes with 38% of cost from TLC and 41% of cost from 40 TB SMR. The gold star in the figures denotes the "default" value used across
experiments.

across different sets of workloads, we present four clusters,
each with a subset of the 43 workloads. Table 7 details the
key dimensions for the four clusters workload characteristics
to give context to their scale and attributes.
A case study on flash endurance.Write amplification

plays a large part in determining whether higher bit-density
flash media can be cost-effectively deployed at scale. As
observed from Fig. 6, roughly 35% of workloads sampled
have an average write-density above the wear line for QLC.
We use this modeling tool to quantify the reduction in min-
cost TCO as a function of decreasing WAF for QLC.

Fig. 8a depicts TCO reductions as a function of decreasing
WAF in each of the four clusters. Each colored bar repre-
sents the cost percentage break-down by storage class of the
min-TCO provisioning. Our results show QLC is an imprac-
tical choice for three of four clusters at 3× WAF, implying
that high write-rates are still prohibitive for exascale QLC
adoption. Moreover, we observe huge benefits to minimiz-
ing WAF, resulting in anywhere between 18% to 35% TCO

reductions. Surprisingly, though cluster B has 30% higher
write-density than C, it sees lesser TCO reductions over de-
creasing WAF. Furthermore, clusters C and D share similar
write rates, but cluster C sees significantly more TCO bene-
fits. Such observations reveal that TCO reductions are not
simply a measure of the total cluster write-rate and reveal a
much more complex relationship with how it relates to cost
at exascale. Finally, note that for half the clusters, reducing
WAF past 1× still lowers TCO. This finding suggests that
systems optimizations to decrease write rates and amplifica-
tion at higher levels of the system stack (garbage-collection,
compaction, transcoding) would be valuable to storage costs.

We describe a parallel use-case for this tool for NAND fab
manufacturers who want to determine howmany extra wear
cycles to provision in QLC. Building the hardware to endure
extra wear cycles requires additional investments. Fig. 8b
shows the min-point in that trade-off space. The experiment
iterates along an increasing number of extra cycles at some
price (4$) per cycle. Initially the benefits of adding extra
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cycles lowers TCO by up to 10% but eventually increases TCO
when the cost of adding extra cycles outweighs the benefits.
This is one such example of simulating two opposing effects
and their impact on TCO.

A case study on maximum storage classes. Maintain-
ingmore storage classes involves logistical overheads, includ-
ing different software designs and maintenance procedures.
Ideally, storage could operate cost-effectively with only a
small subset of storage classes. Fig. 8c depicts how min-TCO
increases as fewer storage classes are allowed in the provi-
sioning solution. Notice that the solution when max=inf and
max=4 are equivalent, showing the number of storage classes
to achieve min-TCO does not exceed four. One interesting
insight is how little TCO changes between 4 and 3 storage
classes across all clusters, implying that storage systems can
usually minimize costs using only three storage classes. In
fact, limiting to only 2 storage classes often results in as little
as a 6% difference in min-TCO, which could be favorable for
storage admins who want to reduce logistical overheads.
A case study on power and energy. In light of recent

surges to AI/ML workloads, modern data centers have pro-
gressively struggled with generating sufficient power for
GPU clusters. One approach is to siphon power away from
other resources and redirect them to the GPUs. In such sce-
narios, it is useful to understand the cost trade-off of drawing
power away from storage and limiting its peak consumption.

Fig. 8d demonstrates how the min-cost cluster configura-
tion changes as it adapts to stricter power caps with "inf" rep-
resenting no power cap. We observe that even beginning at
relatively loose power caps (700-900 MW), the provisioning
begins to favor QLC. In the strictest circumstances (100-300
MW), disk-based solutions are infeasible and high-density
QLC becomes the only viable form of storage. Though SSDs
often have much higher active power consumption than
HDDs, SSDs use much less power per IOPS. As storage de-
vices use power relative to their utilization and SSDs are
much less utilized than HDDs for the same amount of work,
SSDs draw much less power for exascale workloads.
Other what-if analysis. Our framework can be used to

draw several other conclusions related to energy costs, clus-
ter longevity, flash costs. Interested readers can see Sec. A.2
in supplemental materials.

6 Related Work
Several prior works have studied TCO modeling for storage.
One such relevant work [44] quantified the TCO difference of
migrating server storage to SSDs for workloads at Microsoft
nearly two decades ago. This analysis uses similar modeling
techniques but analyzes TCO at the granularity of individual
workloads as opposed to the composite aggregate across
an entire cluster. Other works [2, 60–62] have analyzed the
TCO benefits of improving flash-caching and tiering based
on better data placement and cache size evaluation. These

studies primarily focus on flash-associated costs as opposed
to the combined costs of HDDs and SSDs. As hyperscalers are
inherently heterogeneous in their hardware configuration, it
is important to consider optimizations to both HDD and SSD
in the context of the workloads they service. Other papers
also analyze the operational components of TCO [13, 58]
but focus on longitudinal aspects or resources orthogonal to
storage (e.g., memory/CPU). There have been several past
explorations into cost-optimal data placement in data cen-
ters [42, 59, 62]. These models, however, operate in an online
fashion with placement decisions made during live traffic.
Our work focuses on provisioning at a different time-scale,
using workload trends over a longer period of time.

7 Conclusion
Storage workloads and devices have changed significantly
in recent years. This paper provides a comprehensive TCO
model for the mapping of a storage workload to a device type
and an optimizer for grouping workloads into a minimum-
TCO configuration of one-of-more storage device types. Im-
portant insights emerge from using these tools on a large
collection of workloads measured at two large hyperscalers,
informing future research, design and provisioning decisions.
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A Appendix
A.1 Extracting a cold workload from the cluster
Fig. 10 shows how min-cost provisioning changes when
a large, cold workload is missing. Specifically, we remove
workload A from Fig. 6a from our cluster which accounts
for roughly a quarter of the capacity in our synthetic clus-
ter. Interestingly, we observe a less dramatic change in the
storage provisioning though a large portion of the bytes is
missing. Based on the new aggregations, we observe that
the removed workload was efficiently stored on 40 TB SMR
with little mixing with other warmer workloads. Thus, re-
moving it simply removed the relative share of SMR drives
without impacting the other workloads significantly. This is
in contrast to the experiment when a warmer workload was
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(a) TCO with energy costs. (b) TCO with increasing cluster years. (c) TCO with varying QLC costs.

Figure 9. Min-TCO cost provisioning %age across the four clusters in different scenarios. We explore how TCO changes as a function of (a)
energy costs (b) number of years of storage operation (c) varying QLC costs.

Figure 10.Min-cost placement without A.

removed which fundamentally impacted the aggregations of
the other storage classes in its vicinity.

A.2 More what-if analysis
We provide more sensitivity studies and what-if analysis
scenarios that data center admins and storage vendors could
use to explore the trade-off space.
TCO with increasing energy costs. For our analysis

thus far, we have used the industrial rates for energy costs
in the U.S.. In other regions of the world, however energy
costs are much higher. We analyze how the provisioning
decisions change as a result of increasing energy costs in
Fig. 9a. Interestingly, we observe no significant changes to
themin-TCO provisioningmake-up until significantly higher
values (0.72$/kWh).

TCO with increasing number of years. Increasing the
lifetime of a storage cluster life seems favorable as servers
and racks can be used for a longer period of time, effectively
amortizing upfront costs over a longer period of time. Es-
pecially in light of lower failure rates of SSDs as compared
to HDDs, data center admins may want to move to longer
storage cluster life-times. Our analysis shown in Fig. 9b inter-
estingly shows roughly a linear cost increase over the years

of operation. For HDDs, the increased failure rates of disks
after five years of operation makes it difficult to deploy in
an extended cluster life-time environment. Similarly, QLC
drives see issues with wear-out over the years, making re-
placement costs outweigh the benefits of keeping devices
around for longer.

TCO with flash costs. One interesting avenue to explore
is how sensitive min-TCO is to varying QLC costs. By default,
our evaluations assume 40$/TB but in reality that could vary
depending on the market. Fig. 9c illustrates that the adoption
of QLC flash is highly dependent on the cluster make-up.
For example, cluster A does not adopt more QLC until costs
were much cheaper (31$/TB). Meanwhile, cluster D would
adopt QLC if it was just 3$ cheaper per TB. Flash vendors
could use this tool to evaluate the $/TB prices they would
need to achieve for their flash media to be competitive in the
storage market.

A.3 Approximation intuition for no migrations
We argue that fixing the device type for a subset of workloads
through all years 𝑇 is a reasonable approximation for clus-
ters where CapEx dominates OpEx. The intuition is that the
solver, at some point 𝑦 where 1 ≤ 𝑦 ≤ 𝑇 , provisions the mini-
mum cost set of devices in the chosen solution set necessary
to fulfill all peak requirement dimensions (e.g., the max ca-
pacity or max peak IOPS) across all time points. The solution
must pay that amount in CapEx regardless of the migration
path of workloads across devices before or after that point
𝑦. Thus, the maximum difference between min-cost with
and without device migrations is the cost-savings in OpEx
around that point. Based on the TCO breakdown of each cost
component, we find that CapEx largely still dominates OpEx
for all workloads. For most workloads within a cluster, we
find that there is little fluctuation in density requirements;
more often, a workload may accumulate more bytes over
time but maintain its performance relative to its capacity. In
this case, there would likely be little to no cost-beneficial
migration for the workload throughout its lifetime.
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B Artifact Appendix
B.1 Abstract
This artifact consists of the storage TCO cost model, the
solver that leverages this model, and the plotting scripts
that convert the cost model and solver output into a human-
readable form.

B.2 Description & Requirements
The artifact, and a more thorough description of its con-
tents and functionality, are available at this public repository
https://github.com/Thesys-lab/storage-tco-eurosys-2026-artifact.

Hardware dependencies
8 GB RAM

Software dependencies
Java/Maven, Python3/venv

Benchmarks Most, if not all, of the experiments depend
on the hyperscaler workload characteristics dataset. As we
are unable to release the dataset publicly, we provide a dummy
set in data/workload_densities. Please refer to B.6 for addi-
tional details on how using a dummy dataset may impact
evaluation.

B.3 Setup
The artifact includes a setup.sh script to setup the environ-
ment for experiments.

B.4 Evaluation workflow
Major Claims

• (C1) Modern storage workloads have both increased
in their byte footprint and their IOPS relative to byte
footprint (Fig. 1b).

• (C2) Modern storage workloads exhibit a wide variety
of characteristics with a majority of the bytes showing
low IOPS/TiB, but a significant fraction of workloads
with medium-to-high IOPS/TiB and write MB/s/TiB
(Fig. 6a).

• (C3) The min-cost placement of modern workloads in-
volves a large HDD tier servicing a mix of cold+warm
data supplemented by a small SSD tier (Fig. 7a).

• (C4) The min-cost placement with upcoming storage
technologies (HAMR, dual-actuator, denseQLC, cheaper
flash) heavily relies on these denser drives (40 TB
HDDs and 240 TB SSDs) (Fig. 7b).

• (C5) The deployment of denser QLC drives largely
depends on the availability of dense HDDs (Fig. 7c).

• (C6) The deployment of denser SSD drives also largely
depends on the increasing prevalence of large datasets
with warm IOPS characteristics (Fig. 7d).

• (C7) Decreasing the write amplification factor pro-
vides significant TCO benefits given modern datacen-
ter workloads (Fig. 8a).

• (C8) Storage costs can be mostly minimized with only
2 storage classes (Fig. 8c).

• (C9) Dense SSDs increasingly dominate when the dat-
acenter allocates less power to storage (Fig. 8d).

Experiments For all experiments detailed, we provide
one script run_all.sh that will prepare, execute, and plot all
the results.

Experiment (E1): [Storage Classes and Modern Workloads]
[10 seconds]: This experiment shows that the optimal stor-
age class to place a workload depends on several workload
characteristics including its IOPS density, write throughput
density, byte footprint (C1). It also shows that modern work-
loads are optimally placed across a variety of storage classes
instead of on just one type. (C2)

[Results] The results will be output in out/fig6a.png. You
should see a background color that indicates the best stor-
age class for the workload and several circles where each
circle indicates one storage workload. The circles should be
scattered across the map.

Experiment (E2): [Solve for 2025 Min-Cost] [10 minutes -
2 hours]: This experiment solves the min-cost placement of
workloads given devices available in 2025.

[Results] The results will be output in out/fig7a.png. You
should see large, bold circles connected to other circles. The
outer circles are the individual workloads and the bold circle
indicates the aggregate workload. For the real dataset, you
should see three circles: 20TB CMR, 14TB CMR, 12TB TLC
(C3).

Experiment (E3): [Solve for Future Min-Cost] [10 minutes
- 2 hours]: This experiment solves the min-cost placement of
workloads given devices projected for the next few years.

[Results] The results will be output in out/fig7b.png. For
the real dataset, you should see four circles: 40TB SMR, 40TB
DA SMR, 30TB TLC, 245TB QLC. The 245TB QLC aggregate
will be quite large (C4).

Experiment (E4): [Solve for FutureMin-CostWithout HAMR]
[10 minutes - 2 hours]: This experiment solves the min-cost
placement of workloads given devices projected for the next
few years without HAMR.

[Results] The results will be output in out/fig7c.png. For
the real dataset, you should see three circles: 20TB CMR,
30TB TLC, 245TB QLC. The 245TB QLC aggregate will be
quite small (C5).
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Experiment (E5): [Solve for Future Min-Cost Without Warm
Workload] [10 minutes - 2 hours]: This experiment solves the
min-cost placement of workloads given devices projected for
the next few years without a warmer workload.

[Results] The results will be output in out/fig7d.png. For
the real dataset, you should see three circles: 40TB SMR,
40TB DA SMR, 30TB TLC. The 245TB QLC aggregate will
be absent (C6).

Experiment (E6): [Determine TCO with decreasing WAF] [10
minutes - 2 hours]: This experiment solves how the min-cost
configuration and TCO changes with decreasing device WAF.

[Results] The results will be output in out/fig8a.png. For
the real dataset, you should see TCO decrease by 20% across
most synthetic clusters (C7).

Experiment (E7): [Determine TCOwith limited storage classes]
[10 minutes - 2 hours]: This experiment solves how the min-cost
configuration and TCO changes with limited storage classes.

[Results] The results will be output in out/fig8c.png. For
the real dataset, you should see TCO increase only a little
until n=2 and then shoot very high up at n=1 (C8).

Experiment (E8): [Determine TCO with limited power cap]
[10 minutes - 2 hours]: This experiment solves how the min-cost
configuration and TCO changes with limited power.

[Results] The results will be output in out/fig8d.png. For the
real dataset, you should see the orange (dense QLC) begin to
increasingly dominate as the configuration approaches 100
MW (C9).

B.5 Notes on Reusability
This work provides a general framework for researchers to
evaluate storage configurations and costs in various scenar-
ios. To achieve this, we make it possible to easily change
the parameter space in the model to simulate different what-
if scenarios. We provide concrete examples on how this is
possible in the run_all.sh script

B.6 General Notes
As we currently are unable to publicly release the datasets,
we provide dummy datasets for workload_densities and
workload_densities_demo that are completely arbitrary. The

experiments should execute in the exact same manner and
produce similar human-readable plots but obviously with dif-
ferent (and perhaps nonsensical) results. Specifically, several
of these claims and experiments depend on specific workload
characteristics that we measure. For example, the deploy-
ment denser QLC drives largely depending on the availability
of dense HDDs is an artifact of how contemporary work-
loads behave. Therefore, you will not see the same patterns
emerge with the dummy dataset.
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